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The use of offensive language to abuse other users on social media is a 

problem for platform providers. In particular, the widespread abuse of 

women online has led to a rise in  the volume of complaints to the so-

cial network providers.   

In December 2015, Twitter updated their rules to further clarify the kind 

of behaviour that would no longer be tolerated.  This has created a fur-

ther potential problem for Twitter and other social media providers in 

defining what words or phrases constitute abuse and warrant possible 

sanctions.   

The problems for the community in general, and women in particular, 

are volume and persistence. Lots of abusive tweets can be made by 

different accounts in seconds, and once the tweets are made, they re-

main on the web forever through, for example, re-tweets of the  origi-

nal message, or screen grabs. 

 In 2014, Demos published a report in which they examined the vol-

ume, degree and type of misogynistic language used on Twitter.  

Using three key words gathered from the streaming Twitter API 

from UK accounts, they concluded that the words slut and whore 

were used in a misogynist way in approximately 18%  of tweets.  

The word rape was used in a threatening manner in 12%  of 

tweets, and in what is classed as a 'metaphoric/casual' way in 29% 

(Bartlett et al., 2014). 

 Fox et al. (2015) analysed the use of a Twitter hashtag, 

#getbackinthekitchen.  Anonymous participants received more 

abuse online compared with non-anonymous tweeters, and con-

cluded that such attitudes persist even when the individual issuing 

the abuse engaged in social situations in 'real' life. 

With an estimated 5 million tweets per day, 

Twitter matters.  

Targeted, misogynist abuse can destroy lives. 

(Citron, 2015) 
 

The Dark Side of Guardian Comments 

Even The Guardian newspaper has become concerned enough about 

abusive comments that it commissioned research into the corpus of 

70m  responses to stories on its site.  Of the ten most abused writers, 

eight of them were women. 

https://www.theguardian.com/technology/2016/apr/12/the-dark-side-

of-guardian-comments 

Introduction: Why is this 

important? 

Background Research: 

Misogynist abuse 

Malpas  (2008) argued that there is no longer any meaningful boundary 
between on- and off-line space. This is especially pertinent to online 
gaming. One of the first papers to study the video game space is 
Beasley & Standley (2002).  This study looked at the representation of 
women in video games generally, and concluded that gender roles 
were often stereotyped.  What message is this giving to young males 
who play these games? 
 
A recent study (Kuznekoff & Rose, 2012) using the X-Box Live game 
Halo 3 found that, as soon as a female gamer's voice was heard, a clear 
pattern of negative comments ensued and came in for much more 
abuse than a male one. Phrases including words like 'slut' and 'whore' 
were used in comments to the female voice. 
 
Jenson and De Castell (2013) sum up the precarious and difficult 
position women face both as workers within the video games industry, 
and as sexualised 'objects' and 'prizes' within the games themselves.   

Jane (Jane, 2012) connects misogynist abuse to e-bile: 

 defines e-bile as any communication that relies on technology, 

and is perceived to be hostile to the recipient. 

 some e-bile arises as a form of entertainment for some of the 

perpetrators, or as a game between e-bilers to 'out-bile' each 

other.   

 Identifies recurring characteristics include anonymous antago-

nists; attacks on women in the public sphere; use sexually ex-

plicit language; suggest various sex-acts that could be carried 

out as a form of correction on the target as a way of punishing 

them for 'stepping out of line'.  

 Other ad hominem remarks made were concerned with appear-

ance.  

 States that defining what constitutes misogynist abuse is now 

moot, and research should move on to find ways of dealing 

with the problem. 

Discussion & Future Work 

In order to highlight the challenges of identifying misogynist abuse, a 
small sample of Tweets were gathered using key words drawn from a re-
view of research papers. 

'Cunt', 'slut' and 'bitch' were chosen. 'Bitch' was deliberately chosen 
because represents the most potentially problematic word.  It seems to 
have crept into general use, particularly with young people, as a form of 
address. Adams (2006) makes the link between this word and misogy-
nist use in popular music culture. 

As expected, most of the tweets were coded as positive.  However, 
'bitch' was used 3,380 times compared with 118 for 'slut' and 228 for 
'cunt'.  Many of the tweets were repeating the title or lyrics from popu-
lar songs, for example the title of Rihanna's single 'Bitch Better Have My 
Money'. 

How would machine learning techniques, such as NLP deal with this? 

What is Twitter? 

 A public, online micro-blogging site 

 Registered users can broadcast and read 140-character status up-

dates, known as tweets.   

 Tweets can be directed at one or more other users by using the '@' 

prefix.  Users can create a network by following other users.   

 Tweets can contain URLs, short videos and/or images.  

 The use of the hashtag # creates a search term.  

Research using Twitter 

Experimental Setup 

Access to all public tweets (the ‘firehose’) is only available commercially 
via Twitter's business partners.  

Twitter does allow free access to the streaming API (application program 
interface).  However, any query is taken as a sample from of all tweets, 
which can vary.  

The search API allows users to define search criteria, and will retrieve data 
from up to 7 days prior the time of the search, although Twitter cannot 
guarantee that some tweets won't be duplicated and it is more strictly 
limited than the search API. 

Researching Twitter 

A review article, published in ‘Communications of the ACM’ in April 2013 
(Feldman, 2013) explains very clearly and succinctly the main research 
problems in the field of sentiment analysis, and some of the common 
techniques used.  
With regard to Twitter: 
 tweets are only 140 characters long, and frequently contain errors in 

spelling and/or grammar, or missing or problematic punctuation; 
 slang terms are regularly being adopted; 
 recognising humour and/or sarcasm is still problematic. Even human 

coders can find these difficult to pick up. 
Tweets in languages other than English present other challenges. 

One approach would be to use cluster analysis from the field of ma-
chine learning.   

 Cluster analysis does not necessarily depend on training data or 
a lexicon.  Data is clustered or partitioned into a homogeneous 
subgroup or hierarchical arrangement.  

 The number of possible groups is not known at the outset, 
therefore the algorithm must choose a method of interobject 
similarity, decide on the number for forming partitions, and de-
cide on the final number of partitions, the objects in this pro-
posal being words. 

 Computational linguistics uses collocation to identify a word 
that is used with another word or words with a frequency 
greater than chance.  In this way, it would be  possible to group 
objects (words) according to the frequency with which they ap-
pear together.  This can be words immediately adjacent either 
before or after the keyword, or any number of words left or 
right, up to the length of the entire sentence. 

A range of algorithms have been developed within this field, and a 
considerable amount or research has been carried out. One of the 
more interesting and recent papers focuses on web search results 
(DiMarco & Navigli, 2013) using word sense induction. This may be 
a useful approach for words like 'bitch'.  Straightforward collocation 
may be more useful as it would identify combinations of words that 
may be quickly identifiable as abusive. Collocation has also been 
used by Pearce-Lazard and Pearce (2016) combining WordNet as a 
source of synonymic information in order to develop a new tech-
nique for extraction. 

The ‘tension engine’ developed by Burnap et al (2015) uses an ap-
proach to detect racial tension on Twitter which combines conver-
sation analysis methods and text mining to investigate racial tension 
on Twitter.  The tension detection algorithm classified tweets more 
accurately than either of the other methods tested. 

How would NLP code the phrase,  used on Facebook (http://bit.ly/20DVyoC)  

'I hope you sit on a butcher's knife and can't reproduce' , for example? 
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